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Abstract

This final report provides a condensed introduction to our CS229 project about pre-
dicting song re-listening possibility of users on an online music platform. Through-
out the quarter, we have experimented with a variety of machine learning methods.
We used logistic regression and SVM as our baseline models. We also explored
other methods such as DNN and Random Forest. We observed that our data has a
large amount of categorical features (with high cardinality) and is highly sparse.
Therefore, we focused on versatile boosting methods such as XGBoost, LightGBM,
Catboost, and ensembled boosting models. The best single model is the XGBoost
with an AUC score of 0.859. Our best model overall is achieved by ensembling the
diverse boosting models, which leading to an AUC score of 0.861.

The code of our project is published on https://github.com/yunrulovescoding/CS229.

1 Introduction

We intended to build a music recommendation system based on user behaviors and song features.
To be specific, we built a model to predict the chances of a user listening to a song repetitively after
the first observable listening event within a time window, providing a binary prediction.The input
contains text data only, and no audio features. Through building this system, we aim to provide a
better user experience for the app users. This project is adapted from the Kaggle competition ’WSDM
- KKBox’s Music Recommendation Challenge’.1

2 Related Work

Since our task is predicting the re-listening trend of the given users, it is similar to click-through-
rate(CTR) prediction for recommendation system, where the task is estimating whether a user would
click on some recommended items. Logistic regression was once the most common way for solving
this problem[1]. Recently, approaches including support vector machine[2], tree-based models[3],
boosting methods[4] and deep neural network[5] are also proposed for CTR prediction.

Since we have a large scale of categorical features with high cardinality and our data is quite
sparse, diverse boosting methods should fit our problem best. XGBoost develops Sparsity awared
algorithm[6], CatBoost handles categorical features well while being less biased with ordered boosting
approach[7], while LightGBM explores an efficient way of reducing the number of features as well
as using a leaf-wise search to boost the learning speed.

3 Dataset and Features

Our dataset is adapted from the Kaggle competition1 mentioned. Our dataset contains information on
3,076 users, 113,750 of songs and over 700 thousand records on user-user interactions. It contains
text data only, but no audio features. Class labels, or binary values for if user listen to music again, in
this dataset are roughly balanced: 50.9% labels are positive and 49.1% negative. Most of features are
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categorical: there are 11 categorical features and 6 numerical features in raw dataset. Features like
lyricist are highly sparsed, while features like user id and song id have high cardinality. After feature
engineering, we split the dataset into train, validation and test set by fraction of 70%, 15% and 15%.

3.1 Feature Engineering

Noticing the user activity data is captured in chronological order, and timestamp could be an important
feature for user preference, we explicitly inject the time indicator by grouping the dataset by user id
and normalizing the row indices. For features like artist names, composer, user city that come as text
value but make sense to be treated as categorical value, we encode them to integer labels using Label
Encoder. We also standardized all the numerical features.

For gradient boosting and decision tree models, date columns like user account registration date
and account expiration date are converted to date count since Jan 1st, 2000. This base date is an
arbitrary choice given the earliest account registration date is in 2004, but this choice has no affect on
performance of tree based models.

Figure 1: Correlation Matrix of Features

By taking a look at the correlation matrix of our features, we find that music-related features including
song id, genre id, artist name, composer, lyticist and language are correlated with each other. And
user-interface feature such as source type and source screen name are also correlated with each
other. Therefore, we generate song features and user-interface features by implementing K-Modes
Clustering[8], which is able to cluster categorical features by computing the dissimilarity as the
distances. All the music related features are clustered into a 200-level song-feature, and ui-related
are clustered into a 3-level ui-feature. These clustering featuers are shown to be very helpful in our
neural network. But since it also loses many information, it doesn’t help much in Boosting methods
which already deal with categorical features well.

Further, we also try multiple correspondence analysis(MCA) to detect and represent underlying
structures for our categorical features, and generated user-song field features and user-ui field features.
However, since calculating MCA requires huge memory for encoding every categorical column to
indicator matrix, we only implemented this method in our subsampled 10,000 toy dataset.

4 Methods

4.1 Logistic/linear SVM

We choose both logistic regression and linear SVM as our baseline model, since these are some simple
models which don’t make strong assumptions on the distribution of data. We also experimented L1,
L2 regularization and elastic net on our baseline models, but regularization methods don’t perform
well on our dataset, so we don’t include the regularized terms in our equations.

Logistic Regression uses cross-entropy loss as its cost function, which is:
1https://www.kaggle.com/c/kkbox-music-recommendation-challenge/data
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J(θ) = − 1
n

∑n
i=1[y

(i) log(hθ(x
(i))) + (1− y(i)) log(1− hθ(x(i)))],

where hθ(x) = 1
1+e−θx

is the sigmoid function.

Compared with the cross-entropy loss in logistic regression, linear SVM uses hinge loss, which can be
shrank to 0 when the data is confidently classified, and it may help improve the learning performance
a bit. The optimal margin classifier is solved by:

minw,b
1
2‖w‖

2 s.t. y(i)(wTx(i) + b) ≥ 1, i = 1, · · · , n

4.2 Decision Tree and Random Forest

A decision tree is a flowchart-like structure in which each internal node represents a “test” on an
attribute. Each branch represents the outcome of the test, and each leaf node represents a class label
(decision taken after computing all attributes). The paths from root to leaf represent classification
rules. Random forest ensembles hundreds of decision trees together to provide a more accurate
estimate. Each decision tree in the forest considers a random subset of features when forming
questions and only has access to a random set of the training data points.2 We have implemented
both decision tree and random forest in our project, achieving an AUC score of 0.70. Random forest
works poorly on our large dataset.

For hyperparameter tuning, we used the RandomizedSearchCV method in Scikit-Learn. We defined
a grid of hyperparameter ranges, and randomly sample from the grid, performing 3-Fold CV with
each combination of values.

4.3 Gradient Tree Boosting

4.3.1 XGBoost

XGBoost[6] is a scalable end-to-end tree boosting system, its sparsity-aware split finding algorithm
helps a lot with the spase dataset we have. The main idea is to only collect statistics of non-missing
entries and classifies missing value into default direction.

4.3.2 LightGBM

There are two major differences comparing LightGBM from other GBDT algorithms. The first being
Gradient-based One-Side Sampling (GOSS), and the second being Exclusive Feature Bundling (EFB).
[9]

GOSS is a sampling algorithm that greatly accelerates tree node splitting, the most time consuming
part of decision tree training process, while keeping excellent information gain and data distribution
roughly unchanged. In our training process, LightGBM has the fastest training speed, and thus easier
to tune.

EFB efficiently combine sparse features into less and dense features. This is particular useful for our
mostly-categorical and sparse dataset.

4.3.3 CatBoost

CatBoosting has noticeably good emphasis on categorical feature handling algorithm that avoids
overfitting, and unbiased gradient computation[10]. In our experiments, CatBoost results usually has
very close training set and validation set accuracy. We also noticed that very little tunning is needed
to produce an approximation to well-tuned model accuracy.

4.3.4 Ensembled Diversed Boosting Models

After training various boosting models, we use weighted average ensembling on the test dataset to
improve the AUC score. The weights are calculated so that model with higher AUC score gets higher
weights in the ensembling. Our final predictions on the test set use the ensembled logits which are
calculated by 1

#models

∑
m∈models weights× logitsm.

1https://medium.com/greyatom/decision-trees-a-simple-way-to-visualize-a-decision-dc506a403aeb
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4.4 Neural Network

Since Neural Network can explore the various feature combination, we also implement a 3-Layer
Neural Network with ReLU as activation function and a Dropout layer. We have tried both Adam and
SGD with Nesterov as our optimizer. Network structure is chosen by experimenting results on the
subsampled small dataset. Each Layer of the network can be briefly described as:

Linear Layer : z =Wx+ b
Dropout : drop.z = Dropout(z)
Activation : a = ReLU(drop.z)

5 Model Results and Discussion

We use different model configurations for the small dataset and the full dataset. For running the
XGBoost model on the full dataset, we used the binary:logistic objective function, learning rate of
0.03, the max depth of the boosting model is set to 16, the subsample rate is set to 0.6 and teh alpha
is 0.001.

5.1 Model Results

Figure 2: ROC-AUC curves for model prediction
performance

Model ROC-AUC Score

SVM 0.687
Logistic 0.773

3-Layer FC NN 0.51
3-Layer FC NN + Cluster 0.625
3-Layer FC NN + Dropout 0.641

Decision Tree 0.703
CatBoost 0.779
LightGBM 0.853
XGBoost 0.859
Diverse Boosting(Ensemble) 0.861

Table 1: Model scores for KKBox Music Recommenda-
tion Prediction classification

Our main evaluation metric is AUC scores. From our experiments, we can see that boosting models
fit our dataset best. This is probably because our data is full of categorical features, and boosting
methods can handle the categorical features as well as the sparsity of the data very well. Our best
single model is achieved by XGBoost with the ROC-AUC Score of 0.859. LightGBM also has a
comparable result of 0.853. Catboost doesn’t perform as well as the other 2 methods, with the score
of 0.779. By ensembling the diverse boosting models using weighted average logits, our best model
achieves an AUC score of 0.861.

Neural Network doesn’t perform well on our dataset due to the sparsity. After adding the clustering
features, we observe a significant improvement of 10%. Dropout Layer also improves the performance
by 2%.

5.2 Feature Analysis

Overall, the time stamp feature we generated turn out to be very useful in the prediction. This is
because user’s preference is highly correlated with time. If a user listens to the same song multiple
times in the history, there is high possibility to re-listen the song again. And if a user haven’t listened
to a song for a long time, the probablity of re-listening it would be low.

Different Boosting Models have different weights for features due to the algorithm emphasis.

For LightGBM, the top three most important features are the index of user’s listening record that
includes timestamp information, msno (user id), and user registration time. This intuitively suggests
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that user identity decides if they listen the song once again. We then see that artist name ranking one
of the top five features, way more important than genre, language, lyricist, etc. This is again intuitive
in the sense that artist name carries more specific "genre" information.

Figure 3: Feature Importance of multiple Boosting Models

CatBoost lay more emphasis on categorical features. Its top 3 important features include msno(user
id), source type and song id. Noticing that CatBoost doesn’t capture the information of time series
indicator of timestamp and registration time well, which may explain its worse performance compared
to 2 other models.

XGBoost weights features evenly overall and only gives high weights to the time series indicator.

6 Conclusion and Future Work

Overall, gradient boosting produces best results for prediction on repeated music listening behavior
given user listening history and music info.

To further improve prediction accuracy, a lot more feature engineering can be done. We may convert
categorical to numerical features using matrix factorization. Log transformation might be applied
to improve heavy-tail features. Outlier detection can be implemented to aggressively remove less
helpful data.

Different modeling approaches can be tried. Stacking might produce more interesting results then
current ensembled boosting model. More diversified models, even with a slightly lower accuracy
individually, can be added to aids stacking model result. Additionally, random forest and neural
network model still have room for improvements.

7 Contribution

Our team has a very balanced contribution. Team members collaborate in data preprocessing, model
training and report write-up phases.
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