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ABSTRACT
In this paper, I describe a real-time image processing pipeline for
fruit fly videos that can detect the position, oriention, sex, and (for
male flies) wing angles. The machine learning algorithms used in-
clude a decision tree, linear and logistic regressions, and principal
component analysis. The Histogram of Oriented Gradients [2] de-
scriptor is used as well to generate features. Ultimately, I achieved
a processing throughput of 84 frames per second on 1530x1530
grayscale frames without GPU acceleration, and demonstrated high
accuracy across several metrics.

1 INTRODUCTION
Fruit flies are often used in neurobiology experiments because
they can be genetically modified using well-established tools and
because it is feasible to do in vivo whole-brain imaging of them (in
addition to other reasons). In these experiments, it is often desirable
to measure the behavior of each fly by recording its position and
orientation over time, along with its leg and wing positions.

Automated tools for doing this kind of video analysis exist, but
are usually too slow to run in real time. This is problematic for
two reasons: First, real-time operation is a prerequisite for running
closed-loop behavior experiments. Second, in an experiment where
flies are recorded continuously over a long period (e.g., a circadian
rhythm study), video processing will become the bottleneck for
experimental throughput unless it runs in real-time (or faster).

To address these issues, I sought to develop a tool for the real-
time video analysis of fruit flies. In this project, I chose to focus on a
specific experiment being developed in Prof. Tom Clandinin’s lab at
Stanford to study the courtship interaction between one male and
one female fly. As a result, the input to my algorithm is a grayscale
video of the two flies (Figure 1), and the outputs are the position,
orientation, and sex of each fly. In addition, the wing angles of the
male fly are reported, which are needed to measure the rapid wing
movement it uses to produce characteristic courtship songs.

In this paper, I’ll start off by describing some existing tools for
fly video analysis (Section 2), and will then move on to describe the
dataset I worked with (Section 3). Next, I’ll describe the algorithm I
developed, which consists of four distinct processing steps using
machine learning (Section 4). Finally I’ll wrap up the experimental
results (Section 6) and conclusion (Section 7). The source code and
dataset for this project are available on GitHub at https://github.
com/sgherbst/cs229-project.git.

2 RELATEDWORK
The tool considered a “gold standard” of sorts for automated fruit
fly video analysis is called FlyTracker [4]. Developed in the Com-
putational Vision Lab at Caltech, it is a MATLAB-based workflow
for recording the the body position, leg position, body angle, and
wing angle of many flies interacting with each other. The image

Figure 1: Grayscale video of the interaction between a male
and female fly that served as the input for this project.

processing technique is based on operations such as thresholding
and morphological image transforms. In informal experiments, I
found it to be about 10x slower than real time.

In another project [6], researchers sought to apply an unsuper-
vised learning approach to study interactions between pairs of flies.
The inputs to their unsupervised algorithmwere two “egocentrically-
aligned” videos; each of these videos was centered and cropped to
one of the flies, and it was rotated so that the fly faced in a nominal
direction. Their approach to segmenting the two flies includes (1)
using a Gaussian mixture model applied to a histogram of pixel
intensities to set various thresholds, and (2) using the pixel distance
from the fly body as a criterion for assigning fly appendages to
one fly or the other. In rare cases where the fly bodies themselves
could not be segmented, a watershed algorithm was used to sep-
arate the two flies, which sometimes resulted in fly wings or legs
being masked out. The processing speed of this approach was not
reported.

Finally, in the past year, two different approaches to fly video
analysis using deep neural networks were published: DeepLab-
Cut [9] and LEAP [12]. In DeepLabCut, researchers leveraged trans-
fer learning to reduce the number of labeled video frames required;
the starting point was a neural network for feature extraction pre-
trained on the massive ImageNet dataset [3]. The speed of DeepLab-
Cut was 30 Hz for 682x540 images using GPU acceleration. For
LEAP, the developers created a custom neural network using a sim-
pler architecture than DeepLabCut, targeting higher throughput.
The end result was a 185 Hz processing rate (albeit on smaller im-
ages) and a one-hour training time (both using GPU acceleration).

In this project, I sought to combine various aspects of these
previous studies. On one hand, I wanted to develop an algorithm
that could run in real-time on large frames (1530x1530) without
GPU acceleration, and I wanted training to be fast to allow for more
experimentation. Hence, I needed to further simplify the machine
learning models as compared to DeepLabCut and LEAP. But I still

https://github.com/sgherbst/cs229-project.git
https://github.com/sgherbst/cs229-project.git


mp
mp2

ma

mh

mw

mw

fh

fp

fa

Figure 2: The dataset consisted of individual video frames
labeled with various key points on both flies.

wanted to apply supervised learning to take advantage of labeled
data, departing from the hand-crafted image processing rules of
FlyTracker.

3 DATASET
The source data for this project was a 15 minute grayscale video of
the interaction between one male fly and one female fly. The video
was furnished by Dr. Ryan York of Prof. Clandinin’s lab as an exam-
ple of the kind of footage that will be produced by the experimental
rig they are developing. I did a bit of initial preprocessing to crop
the video to a 1530x1530 frame that exactly contained the circular
well in which the flies were placed.

Working from the cropped video, I then hand-annotated 326
frames using LabelMe [14] to indicate the positions of heads, ab-
domens, and a point within the fly body. For male flies, I also anno-
tated wing angles via additional points (Figure 2). To select frames
for labeling, I first used a script to randomly choose about one
hundred frames from the video. Since flies tend to move around
in bursts, this didn’t produce a particularly varied dataset, so I
hand-selected the remaining two hundred or so frames to focus
on “interesting” cases, such as points in time where the flies were
crawling along the wall, were in contact, or were moving their
wings extensively1.

Additional preprocessing and data augmentationwas used through-
out the image processing pipeline, and these steps will be covered
in the next section.

4 METHODS
As shown in Figure 3, the image processing pipeline has four distinct
stages that use machine learning. First, contours are extracted from
the frame and filtered to those containing an individual fly. When
there are two fly contours (the most common case), the second
pipeline stage identifies which contour is the male fly and which is
the female fly. Next, the 0−360◦ orientation of each fly is determined.
Finally, for the male fly, the angles of the right and left wing are
determined.

The pipeline described below was implemented in Python using
the packages scikit_learn [11], opencv-python [1], numpy [10],
matplotlib [5], imutils, joblib, and tqdm.
1LEAP [12] has an interesting approach to solving this problem by first using PCA
to represent frames on a reduced basis and then using clustering to identify frames
with distinct types of fly poses. But it does assume that the frames have already been
egocentrically-aligned.

4.1 Pipeline Stage: FlyCount
As shown in Figure 4, the first pipeline stage identifies the contours
of individual flies. This is done by first thresholding the image,
eliminating the background and fly appendages, and leaving only
the fly body. Contours are then extracted from the thresholded
image, and each contour is classified as containing zero, one, or
two flies. A contour might contain zero flies on account of image
noise or a background object, and could contain two flies if the flies
are in contact.

For each contour, its area is computed and used as the input of
a decision tree that identifies the number of flies in the contour.
In general, each node of a decision tree splits the incoming data
into two groups based on one of the input features. In this case,
the cost function for evaluating the quality of splits was the Gini
impurity [15]

∑J
k=1 pk (1 − pk ), where pk is the proportion of the

examples in the split of class k , and J is the total number of classes
(in this case 3).

During training, the decision tree was constructed so as to mini-
mize the Gini impurity in a greedy fashion, seeking to incrementally
improve the homogeneity of the subsets produced by each split.
As can be seen in 4, the resulting logic is simple and can be easily
interpreted: small contours contain zero flies, medium contours
contain one fly, and big contours contain two flies.

4.2 Pipeline Stage: ♂♀ vs ♀♂
If there are two contours with one fly each, the next stage of the
image processing pipeline determines which is the male fly and
which is the female fly. This classification is done jointly; that is,
the classifier is a given a list of the two contours and asked whether
that list is ordered male-female or female-male. In general, this is
fairly straightforward, since female fruit flies are larger than male
fruit flies. But in some cases, such as when the flies are climbing
along the walls, making the distinction can be a bit trickier.

There are four input features for this pipeline stage: namely, the
area and aspect ratio of both contours (the latter determined via
image moment analysis [13]). As shown in Figure 5, these features
are rescaled to zero mean and unit variance, then run through
a logistic regression. Briefly, the goal of logistic regression is to
determine a maximum-likelihood estimate of θ for a hypothesis
hθ (x) = 1/

(
1 + exp

(
−θT x

))
. This leads to the following single-

example update rule:

θ := θ + α (y − hθ (x))x
In this case, a rescaling step is needed before training the logistic
regression because contour areas and aspects ratios are of vastly
different scales, so the above update rule would otherwise perform
quite poorly. To further improve the quality of training, data aug-
mentation was applied by swapping the order of the two contours
and their labels for each example.

5 PIPELINE STAGE: ORIENTATION
In the third pipeline stage, the 0 − 360◦ orientation of both flies is
determined, and this is done in a way that reduces the machine
learning task to a binary classification. As pre-processing, the im-
age is first masked to everything expect the body of one fly, after
which point the orientation of the fly is determined using image
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I/O FlyCount ♂♀ vs ♀♂ Orientation WingAngle

Read frame from video. Threshold image and extract 
contours.  Classify each 
contour as containing 0, 1, or 
2 flies.

If there are two one-fly 
contours, identify which is the 
male fly and which is the 
female fly.

For both flies, determine the 
0-360˚ orientation of the fly 
body.

For the male fly, determine the 
0-90˚ angle of each wing with 
respect to the major axis of its 
body.

Figure 3: The image processing pipeline developed in this project.
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Figure 4: The “FlyCount” pipeline stage.
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Figure 5: The “♂♀ vs ♀♂” pipeline stage.

moments [13, 16]:

θ ≈ 1
2

tan−1
(

2µ11
µ20 − µ02

)
where µpq is central image moment of the masked image, defined
by the summation:

µpq =
∑
x

∑
y

(x − x̄)p (y − ȳ)q f (x ,y)

where (x̄ , ȳ) is the center of mass of the image and f (x ,y) is the
intensity at pixel (x ,y). Unfortunately, the orientation angle pro-
duced using this approach has a sign ambiguity; it cannot discern
whether an object is facing forwards or backwards. As a result, I
needed to develop a machine learning algorithm to decide if the
orientation computed via image moments should be corrected by
adding 180◦. As shown in Figure 6, I did this by computing a HOG
descriptor for the fly image after rotating it by the calculated value

of θ , then reduced then dimensionality of this descriptor using prin-
cipal component analysis (PCA), and finally used logistic regression
to decide whether the 180◦ correction was required.

Briefly, the HOG descriptor [2] captures information about sil-
houettes in an image by computing a histogram of gradient di-
rections over 8x8 patches throughout the image. In each of these
patches, there are 64 pixels; the magnitude and direction of the
image gradient is computed at each one. A histogram is then built
by binning the pixels into 9 angular ranges, using the gradient
magnitude to weight the contribution of each pixel. The histograms
of all 8x8 patches are then flattened into vector.

After computing the HOG descriptor for a fly image, the de-
scriptor is projected onto a basis of 15 principal components, or
in other words, the eigenvectors corresponding to the 15 largest
eigenvectors of

∑
i x

(i)x (i)
T , where x (i) is the HOG descriptor of

the ith training example.

3



As the final step of this pipeline stage, the dimensionally-reduced
HOG descriptor is fed into a logistic regression2. Somewhat surpris-
ingly, as shown in Figure 8, even using just two principal compo-
nents yields a clear distinct between forward-facing and backward-
facing flies, although I ended up using a larger number of compo-
nents to improve test error (in this case, 15 components explained
about 60% of the feature variance).

5.1 Pipeline Stage: Wing Angle
In the final pipeline stage, the angles of the right and left wings of
the male fly are determined. Similarly to the previous stage, prepro-
cessing is used to construct a region of interest (ROI) containing just
the male fly and its wings. That ROI can then be orientated in an
upright direction using the results of the preceding pipeline stage.
The preprocessing uses median blurring, adaptive thresholding,
and erosion to preserve fly wings while removing fly legs.

In my approach, the wing angles are determined separately by
dividing the image of the male fly into two halves, one for each wing.
As shown in Figure 7, a HOG descriptor is computed for each half-
image, which is then projected onto a basis of principal components.
Interestingly, a linear relation is quite apparent between the wing
angle and just the first principal component (Figure 9). (Ultimately,
I used 40 principal components to reduce test error.)

The final step in this pipeline stage is a linear regression on the
reduced-dimensionality HOG descriptors. Briefly, linear regression
seeks to minimize the mean-squared error between predicted and
given labels. The optimal parameters θ can be computed directly

by the equation θ =
(
XTX

)−1
XTy, where X contains the features

of all training examples and y is a vector of their labels. After
computing θ , the predicted label given features x is simply θT x .

6 RESULTS
For all four pipeline stages, error was evaluated by retaining one
third of the dataset for testing; this test set was not used at any point
during training. The first three stages of the pipeline were classifiers,
so their test error is reported simply as misclassification error. As
seen in Table 1, the performance of the classifiers is generally very
good. The “FlyCount” classifier does not make any errors since its
classification is quite straightforward, while the “♂♀ vs. ♀♂” and
“Orientation” classifiers3 make only occasional errors, which tend
to occur when one or both of the flies is climbing along a wall. Since
the depth of focus of the camera setup is small, the flies can get
quite blurry as they start to climb, and this can make classification
difficult even for a human.

“WingAngle” is a regression stage; its performance is given as a
standard deviation of error since the mean error is small (0.592◦).
As shown in Table 1, the standard deviation of test error was 2.92◦,
which can be interpreted as a 95% confidence interval of about
±6◦. Given that fly wings only move about 90◦, this error is not
insignificant, but in practice wing angle tracking qualitatively looks
good when superimposed on a video of the flies (e.g., https://bit.ly/

2Data augmentation for this regression was performed by rotating all images 180◦
and inverting their labels
3“Orientation” is treated as a classifier because the role of its logistic regression is to
determine whether an image, after being oriented vertically by image moment analysis,
needs to be rotated 180◦

Model Train Error Test Error Ntrain Ntest

FlyCount 0.0% 0.0% 759 253
♂♀ vs. ♀♂ 0.2% 0.7% 423 141

♂ orientation 0.0% 0.0% 358 120
♀ orientation 0.8% 0.0% 259 87
WingAngle σ = 2.06◦ σ = 2.92◦ 354 118

Table 1: Model accuracy summary.

Step Runtime % total

I/O 3.9 ms 32.5 %
FlyCount 2.2 ms 18.3%
♂♀ vs. ♀♂ 0.7 ms 5.8%
Orientation 1.9 ms 15.8%
WingAngle 3.3 ms 27.5%

Table 2: Timing breakdown for the image processing
pipeline.

2SGMXTQ). The wing angles over time are also plotted in Figure 10,
which reveals there is sufficient resolution to see that wings tend
to move in opposite directions4. In addition, large oscillations can
be seen in the wings at various points; these represent “courtship
songs” created by the rapid motion of the male fly’s wings.

Since one of the key goals of this project was to achieve real-
time operation, the timing breakdown of the different stages in the
image processing pipeline is shown in Table 2. Overall, the average
processing throughput was 84.0 frames per second (FPS) on a 2.8
GHz Intel Core i7 CPUwith 16 GB RAM (no GPU acceleration). This
was 2.4x faster than the source video rate, indicating that real-time
operation was achieved. As it turns out, the most time-consuming
step was reading in the video frame itself (3.9 ms), although this
was followed closely by the “WingAngle” stage (3.3 ms), which had
the most involved preprocessing of any stage.

7 CONCLUSION
In this report, I described a real-time image processing pipeline in-
tended for neurobiology experiments that takes as input a grayscale
video of a pair of fruit flies and produces as output an estimate of
the position, orientation, and sex of each fly, in addition to the wing
angles for the male fly. The pipeline had four distinct stages employ-
ing machine learning techniques, including a decision tree, logistic
regresion, linear regression, and PCA. For both classification and re-
gression tasks, I demonstrated good accuracy on 1530x1530 frames
at a throughput of 84 FPS (without GPU acceleration).

In the “Orientation” and “WingAngle” stages, HOG was used
in conjunction with PCA to produce input features for a trained
model. In both cases, I was surprised how well this worked even
when just one or two principal components were used. I think
one reason this approach was successful was that I designed the
preprocessing stages in a way that increased HOG variance due to
the variable of interest (orientation or wing angle) while decreasing

4In fact, the cross-correlation coefficient of the two wing angle waveforms is -0.64.
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Figure 6: The “Orientation” pipeline stage.
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Figure 7: The “WingAngle” pipeline stage.
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Figure 8: The first two principal components of the HOG de-
scriptor used in the “Orientation” pipeline stage (for female
flies).

HOG variance due to other variables (fly legs, the other wing, the
other fly, background roughness, etc.). This in turn was a useful
lesson about the role of preprocessing and feature selection in
machine learning.

In the future, there are a number of possible directions to explore.
First, I could try measuring leg positions from the video; prelimi-
nary experiments suggest that legs tips are selected fairly reliably
with a keypoint detector such as SIFT [7], so this could be cast as a
keypoint classification problem. It would also be interesting to get
access to a computer with CUDA support to see what processing
throughput could be achieved using GPU-accelerated OpenCV rou-
tines. Finally, I plan to work with Dr. York to explore the application
of unsupervised learning methods such as TSNE [8] to the feature
vectors generated by the image processing pipeline I developed for
this project.
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Figure 9: The wing angle can be predicted fairly well with
even just the first principal component of the HOG descrip-
tor.
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Figure 10: Male fly wing angle, as determined by the
“WingAngle” stage of the processing pipeline.
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