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Abstract

We present logarithmically spaced residual connections, a modification to the existing encode-decode LSTM architecture for sequence to sequence learning problems that
combats vanishing gradients and facilitates learning in otherwise unsolved long term
seq-to-seq problems. Our scheme effectively allows backpropagation to train on length
N sequences as if they were length log N ; our simplest scheme has negligible impact on
speed and memory. We also present several natural modifications to our basic scheme
that may yield increased performance at a potentially nontrivial cost in speed. Finally,
we demonstrate correctness through several text summarization tests on the Gigaword
corpus and suggest several future applications for our work.
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1.1

Introduction and Related Works

such that their headlines are easily inferred from
the first few sentences, thus leaving the larger text
summarization problem unaddressed. Though we
use the same corpus, our model is more general
and does not exploit this structure.

Sequence to Sequence Learning

The recent successes of attention mechanisms[1][2]
in machine translation have motivated interest and
research in sequence to sequence models, particularly following upscaling and adoption by Google
in single language and even multilingual translation. However, translation should be viewed as one
of the easier sequence to sequence problems, as it
can be performed sentence by sentence, without
any reference to the surrounding text. This sense
of locality is an incorrect and dire assumption in
several different sequence to sequence problems,
such as text summarization. Furthermore, translation tasks rely on much shorter source and target
lengths. In the efforts of Bahdanau et al. and Luong
et al., source text was capped at 30 to 50 words.
These successful approaches to shorter seq-to-seq
tasks do not generalize well to long temporal
data due to vanishing gradients and computational
infeasibility of attention.

DeepMind’s WaveNet model [5] considers a
similar problem in audio, incorporating a strided
convolution scheme with logarithmic spacing
in order to learn context for speech generation
and recognition. However, their spacing scheme
applies vertically to the network whereas ours
applies horizontally, and their receptive field covers
only a few hundred milliseconds of audio; current
predictions are conditioned mostly on a small
window of previous inputs and do not capture long
temporal dependencies in data.
Other attempts at learning seq-to-seq tasks include
IBM Watson’s [4] effort to perform abstractive
text summarization using modified LSTMs. Their
approaches attempted to capture features in the
source text by using POS, NER, and tf-idf tags to
construct "feature-rich encodings", as well as using
hierarchical attention over word and sentence-level
information. They also used a switching generator
and pointer model to refer to unusual or low
frequency words in the source. Although all of
these approaches allow the LSTM to capture task
specific information in text summarization, these

Rush et al. [3] recently adopted encode-decode
models for single sentence summarization. However, they did not generalize past single sentences.
The Google Brain team [6] recently proposed a
similar model and achieved excellent performance
on English Gigaword news articles. However, as
stated by the authors, news articles are written
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strategies do not generalize to non-text tasks or
input involving very long temporal data. The IBM
Watson effort still used conventional attentional
mechanisms to perform summarization tasks,
with the exception of the switching generator and
pointer model, which was only used in the decode
state to refer to obscure vocabulary.
Long term seq-to-seq problems are almost entirely unaddressed in recent literature, primarily
because standard seq-to-seq techniques (especially
encode-decode networks) are ill equipped to handle
long sequences. At train time, backpropagating
through several hundred or thousand steps is
entirely infeasible; gradient vanishing becomes a
significant problem after around thirty timesteps of
each encode and decode. The output nonetheless
depends on elements of the input very far back in
time; the simplest approach would be to introduce
residual connections between timesteps.

Figure 1: Encode-decode network with our residual
connection scheme shown at one cell
nonetheless depends on elements of the input very
far back in time; our present work seeks to remedy
this problem.

We argue that this is scheme is indirect and
insufficient for general long term seq-to-seq
problems; while it allows backpropagation to
operate over simple residual connections instead
of complex LSTM cells, it does not asymptotically
reduce the number of connections between any
two states. As a thought experiment, consider an
RNN such that at time step t=s, the network has
residual connections from all time steps t=0...s-1.
This network has immediate access to all past
information at any timestep by means of a single
residual connection. It also entails quadratic cost,
which is intractable for long inputs.
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2.1

Methods and Architecture
Notation

We present our proposed logarithmic residual
connection framework in mathematical detail. We
(1)
denote st as the hidden state of the LSTM at
timestep t, xt as the input at timestep t, ol as the
output of LSTM at layer l. Thus, we represent a
standard multilayered LSTM as followed:
(1)

o1 , st

(1)

= LST M (xt−1 , st−1 )

(l)

Our proposal is a compromise on the model
above. At any state s at time t, all past states s0 at
time t0 are reachable within a number of residual
connections bounded above by log2 (t − t0 ), base
2. To achieve this, at each time step t, we form
residual connections with all previous states at time
steps t0 such that log2 (t − t0 ) is a positive integer.
As 220 = 1048576, which is larger than the size
of any reasonable input, in practice all past states
are reachable in at most 10-20 residual connections.

(l)

ol , st = LST M (ol−1 , st−1 )
Where the first equation denotes the input layer,
and the second equation denotes the vertical pass
through layers of the deep LSTM network. As we
make no modifications to the LSTM cell itself,
we encapsulate it in a single LST M operator that
maps a input state and previous hidden state to an
upward output state and the next hidden state.
The Dimensions are as follows:

Information summarization is one such long
term seq-to-seq problem: the input is very long,
and the output is relatively short. At train time,
backpropagating through several hundred or thousand steps is entirely infeasible; gradient vanishing
becomes a significant problem after around thirty
timesteps of each encode and decode. The output

(l)

ol , xt ∈ Rn , st ∈ Rh

2.2

Network Modification

Our modification to a standard encode-decode
network lies in the inputs of the hidden state. Let
Lt = {t − 2j |j ∈ N, j ≥ 0, t − 2j > 0} be the
2

logspace at timestep t. We compute a context
(l)
vector ct at every timestep t and layer l. We
propose several methods of computing the context
(l)
vector ct :
P
(l)
(l)
(a) ct = i∈Lt si
P
(l)
(l)
(b) ct = i∈Lt W si , W ∈ Rh×h
(l)

and the dimension of the hidden state must be kept
constant. Thus, in (c) through (e), we must project
context vectors at any timestep back to Rh . Behind the scenes, this incurs a hidden state weight
matrix Wproj of dimension Rh(t+1)×h . The internal multiply incurs cost proportional to log t (we
must use log tmax at each timestep to maintain constant matrix dimensions). Thus (c) through (e) are
more costly, but they do not suffer from gradient
smearing (e.g. a sum over a large number of residual connections) as Wproj is trainable. We hypothesise that they will therefore outperform (a) and (b),
given enough data and training time. However, we
only tested method (a) to compute context vector ct
in experiments. Method (b) through (e) and cross
validation on domain specific problems are left as
future work.

(l)

(c) ct = Wproj (Concati∈Lt si )
(l)
(l)
(d) ct = Wproj (Concati∈Lt W si ), W ∈ Rh×h
(l)
(l)
(e) ct = Wproj (Concati∈Lt Wi si ), Wi ∈ Rh×h
Where Wproj projects the concateated vector
back to dimension h, the dimension of the original
hidden state. Notice that since the cardinality
of Lt may differ based on the current timestep t
and Wproj must maintain the same dimensionality throughout the encoder, we simply keep
Wproj ∈ Rh×T where T = maxt |Lt | and pad the
context vector with 0’s to match the dimension of
Wproj .
To incorporate this context vector that we
computed in each timestep of the encoder, We
propose two possible schemes that utilizes both the
standard inputs of the LSTM operator and the new
(l)
context vector ct :

2.4

Mathematical Justification

Addition mechanism:
(1)

o1 , st

(1)

(1)

(l)

(l)

We claim that logarithmic residual connections
solve the aforementioned vanishing gradient problem in sequence to sequence learning with long
temporal data. Recall our discussion from earlier
that any state is reachable from any other state
within log2 N + 1 connections. Informally, the new
encode-decode network with logarithmic residual
connections effectively cuts down the gradient
depth of the network from N to log2 N + 1, making
previously impossible problems now bounded.
Thus, albeit informally, the gradients can flow
backwards to any other state within a small number
of time steps, effectively facilitating training.

= LST M (xt−1 , st−1 + ct )

(l)

ol , st = LST M (ol−1 , st−1 + ct )
Concatenation mechanism:
(1)

o1 , st

(1)

(1)

(l)

(l)

= LST M (xt−1 , [st−1 ; ct ])

(l)

ol , st = LST M (ol−1 , [st−1 ; ct ])
Notice that for the second method of incorporating
the context vectors, the LSTM cells needs to take in
and produce hidden states of dimension 2h instead
of h.

We also offer a brief sketch of the simple
proof that any state is reachable from any other
state within log2 N + 1. Consider two timesteps t1
and t2 with t2 > t1 . Define t ∈ L such that t is
the farthest from t2 in [t1 , t2 ]. Then we must have
t2 −t > 21 (t2 −t1 ) because else the next connection
after t in L, namely t̂, would also be within [t1 , t2 ]
and hence we arrive at a contradiction. Thus, at every residual connection, we can shorten the distance
between t1 and t2 by at least half: we need at most
log2 (t2 − t1 ) + 1 residual connections to reach t1 .

In the encoder, we apply this modification of
logarithmic residual connection. For the decoder,
we create one residual connection from the last
hidden state of the encoder to the hidden state of
the decoder at every timestep.

2.3

On Efficiency of (c)-(e)

A brief technical aside regarding implementation
and efficiency: Most LSTM implementations do
not support matrix valued input to the hidden state,
3

Figure 2. Vanilla encode-decode networks cannot
overfit a single size 32 minibatch in 1000 epochs

Figure 3. Our logarithmic residual encode-decode
network achieves near perfect reconstructions of
32 news articles
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3.3

3.1

Experiments

We first evaluate our model’s ability to overfit a
small set of 32 training examples. This initially
appears to be a ridiculously easy task. Evidently
not: even when we truncate articles to 200 words
(mainly to reduce training time) and run a thousand
epochs of batch Adam, the vanilla encode-decode
network fails to learn anything (BLEU score 0.0)
[Fig 2].
In contrast, our model achieves 95 BLEU on
the same test [Fig 3], which corresponds to nearly
perfect reconstructions of the training labels. The
intent of this test was to demonstrate the futility of
solving long-term seq-to-seq with vanilla encodedecode networks; a single minibatch overfit test is
clearly inadequate support for our model. As both
an aside and as a warning to those attempting to
reproduce our work, single minibatch tests are dangerous and are often prone to odd training curves
and misleading results.
Before implementing
train-time input feeding [2], we initially found that
the vanilla encode-decode network dramatically
outperformed our model. Neglecting this feature
invalidates the test results: feeding the test labels
of the previous steps in the decoder allows the
network to perform well even when all encoder
states are zeroed out, as the decoder can simply
memorize n-grams.

Use case

Our logarithmic residual connection scheme is, by
nature, theoretical: we have no way of demonstrating correctness without extensive testing across
many long term sequence to sequence problems.
Nonetheless, we have performed a large number
of well motivated tests that strongly suggest correctness; we leave the task of optimizing for more
applied endeavors.
All testing is performed on the English Gigaword corpus, which contains over a million news
articles and their headlines, which we use as
summaries. We only use a small sample for three
reasons. First, this sample is freely available
on the dataset’s website, thus our results can be
easily replicated. Second, encode-decode networks
take an extremely long time to train; any test of
generalization would require at least a week of
training on several GPUs. Finally, and most importantly, this dataset is admittedly not the best test of
summarization because news articles can often be
summarized from the first few sentences. One can
obtain good performance simply by truncating to
the first 50 words and reversing the encoder input.
Thus, we use Gigaword in specific demonstrative
testing; our goal is not to achieve good general
performance on the dataset.

3.2

Results

Larger overfitting tests are more useful.
If
nothing else, they are usually indicative of a
network’s training time. In general, assuming the
problem is reasonable (e.g. has some learnable
underlying substructure), overfitting performance
of a sizable subset of the data is often a quick
and reasonable metric of comparing performance.
In absence of the processing power needed to
learn complex underlying substructures (in our

Training Specifics

In the testing below, all networks use 128 dimension word embeddings, 256 hidden units,
and Adam optimizer with learning rate 0.001.
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case, quite literally the importance of information
in general), it is probably the only reasonable
alternative.
We evaluate summarization performance on
5000 articles of maximum length 200 words and
maximum title length 20 words and train with
minibatch size 50 for 2500 iterations (25 epochs).
Again, the vanilla model fails to learn anything
useful [Fig 4]; our model achieves a steadily
increasing BLEU score [Fig 5].
Figure 6. We have divided the train BLEU score
by 10 for readability. After training overnight
on a single GTX 970, our logarithmic residual
encode-decode network steadily converges to 100
BLEU

Notice that BLEU has not stopped increasing
after 2500 iterations of training in our logarithmic
residual 5000 article test. We continue training
and report results as a demonstration of our
model’s predictive power: it successfully memorizes all 5000 sentences [Fig 6]. This capacity
for overfitting suggests that underfitting will not
be a significant problem in much larger tests of
generalization.

4

Conclusions and Future Work

We have demonstrated a dramatic performance
improvement over vanilla encode-decode networks
on a sequence to sequence problem involving long
temporal data; our test results strongly suggest
generalization on text summarization. We hope
that our logarithmic residual architecture captures
long term dependencies in other forms of data as
well.
We conjecture that our logarithmic skip connect scheme may yield improved performance
across a diverse array of seq-to-seq problems. Our
encode-decode network architecture is directly
applicable in genetics (The longest gene sequence
known to men, dystrophin (2.4 millions bases),
is equivalent to a maximum network depth of
22 in terms of gradient flow), summarization,
chatbots, and audio processing. Additionally, our
scheme could be easily adapted to temporal vision
data–namely video; we have proposed several
methods for learning weights over logarithmic
connections in 2.2. It is our hope that our approach
will be adapted and upscaled to solve several
currently unapproachable problems in industry and
enable further research surrounding processing and
understanding of long term temporal data.

Figure 4. Vanilla encode-decode networks likewise
do not properly train on larger tests

References

Figure 5. Our logarithmic residual encode-decode
network achieves a steadily increasing BLEU
score.

[1] Bahdanau, Dzmitry, Kyunghyun Cho, and
Yoshua Bengio. "Neural Machine Translation by
Jointly Learning to Align and Translate." ICLR
(2015): n. pag. ArXiv. Web. 15 Dec. 2016.
5

Martin Wicke, Yuan Yu, and Xiaoqiang Zheng.
TensorFlow: Large-scale machine learning on
heterogeneous systems, 2015. Software available
from tensorflow.org.

[2] Luong, Minh-Thang, Hieu Pham, and Christopher D. Manning.
"Effective Approaches to
Attention-based Neural Machine Translation."
EMNLP (2015): 1412-421. ArXiv. Web. 15 Dec.
2016.
[3] Rush, Alexander M., Sumit Chopra, and
Jason Weston. "A Neural Attention Model for Sentence Summarization." EMNLP (2015): 379-89.
ArXiv. Web. 15 Dec. 2016.
[4] Nallapati, Ramesh, Bowen Zhou, Cicero
Nogueira Dos Santos, Caglar Gulcehre, and
Bing Xiang. "Abstractive Text Summarization
Using Sequence-to-Sequence RNNs and Beyond."
CoNLL (2016): n. pag. ArXiv. Web. 15 Dec. 2016.
[5] Van Den Oord, Aaron, Sander Dieleman,
Heiga Zen, Karen Simonyan, Oriol Vinyals, Alex
Graves, Nal Kalchbrenner, Andrew Senior, and
Koray Kavukcuoglu. "WaveNet: A Generative
Model for Raw Audio." (2016): n. pag. ArXiv.
Web. 15 Dec. 2016.
[6] Liu, Peter, and Xin Pan. "Text Summarization with TensorFlow." Google Research Blog.
Google Brain Team, 24 Aug. 2016. Web. 15 Dec.
2016.
[7] He, Kaiming, Xiangyu Zhang, Shaoqing
Ren, and Jian Sun. "Deep Residual Learning for
Image Recognition." (2015): n. pag. ArXiv. Web.
16 Dec. 2016.
Napoles, Courtney, Matthew Gormley, and
Benjamin Van Durme. Annotated English Gigaword LDC2012T21. Hard Drive. Philadelphia:
Linguistic Data Consortium, 2012. Data available
from https://catalog.ldc.upenn.edu/LDC2012T21
Martín Abadi, Ashish Agarwal, Paul Barham,
Eugene Brevdo, Zhifeng Chen, Craig Citro, Greg
S. Corrado, Andy Davis, Jeffrey Dean, Matthieu
Devin, Sanjay Ghemawat, Ian Goodfellow, Andrew
Harp, Geoffrey Irving, Michael Isard, Rafal Jozefowicz, Yangqing Jia, Lukasz Kaiser, Manjunath
Kudlur, Josh Levenberg, Dan Mané, Mike Schuster, Rajat Monga, Sherry Moore, Derek Murray,
Chris Olah, Jonathon Shlens, Benoit Steiner, Ilya
Sutskever, Kunal Talwar, Paul Tucker, Vincent
Vanhoucke, Vijay Vasudevan, Fernanda Viégas,
Oriol Vinyals, Pete Warden, Martin Wattenberg,
6

